Some general thought/caveats about any data analyses you do with your class’ data:
· Expect to find some broad patterns in the data from your class, but don’t expect too much in the way of decisive answers to the questions posed in the Introduction.  These data are messy – some detections may be incorrect, some sites haven’t been surveyed enough to detect all species, and some of the landscape variables we measured might be somewhat crude.  The strength of this project is the volume of data that we’re able to generate with all the classes working together.  With enough data, we should be able to tease out real patterns from amidst all the noise.  But each class will only have about 1/12 of the data to work with.

· Don’t expect too much from species richness.  All amphibians are not the same – some species (e.g. Spring Peepers, American Toads) are known to like open habitats such as pasture, whereas other species (e.g. Wood Frogs, Spadefoot Toads) are more forest dependent.  You might think about modified indices of species richness that could be more informative – for example, richness of species that are considered “sensitive” to habitat change, or richness of rare species.  But for your first analyses, you might expect to see clearer patterns for individual species. 

· Don’t get hung up on statistical significance at this point.  Again, the purpose of the state-by-state analysis is to get a sense of what you found out and what patterns we might expect to see in the overall dataset.  See the first bullet point above.

PART 1.  OVER WHAT SPATIAL SCALES DOES EACH FACTOR MAXIMALLY AFFECT SPECIES RICHNESS AND PRESENCE/ABSENCE
One of our primary goals was/is to determine the spatial scales over which each factor measured (road length, wetland area, proportion developed, forested, or agricultural) has the greatest effects on amphibian distributions.
There are a few different ways of doing this, hopefully they should all produce similar answers.
METHOD 1.  Correlation coefficients.
One quick way to look at this question for species richness is to examine the correlation between species richness (number of species at a stop) and each variable measured at each of the 5 scales.  Greater (or more negative) correlations would suggest a larger influence of the factor at that particular scale.
For example, with the MOcomb8 data (i.e. the sample Missouri data with fewer than 7 surveys eliminated), you could do:
attach(MOcomb8)
#find the most meaningful scale for each variable
cor(richness, PROP_DEV_300, use="pairwise.complete.obs")
cor(richness, PROP_DEV_600, use="pairwise.complete.obs")
cor(richness, PROP_DEV_1000, use="pairwise.complete.obs")
cor(richness, PROP_DEV_5000, use="pairwise.complete.obs")
cor(richness, PROP_DEV_10000, use="pairwise.complete.obs")

which produces the following output:

> cor(richness, PROP_DEV_300, use="pairwise.complete.obs")
[1] -0.3312574
> cor(richness, PROP_DEV_600, use="pairwise.complete.obs")
[1] 0.08987601
> cor(richness, PROP_DEV_1000, use="pairwise.complete.obs")
[1] 0.02443602
> cor(richness, PROP_DEV_5000, use="pairwise.complete.obs")
[1] -0.2286962
> cor(richness, PROP_DEV_10000, use="pairwise.complete.obs")
[1] -0.1595412

So, the greatest correlation (-0.33) is with development at 300 m.  At 1000 m, there’s almost no correlation at all.  This suggests that negative effects of development are predominantly local.  Interestingly, the second highest correlation (-0.23) is at 5000 m.  This could suggest a secondary effect at the “metapopulation” scale, or it could just be noise.  It will be interesting to look at this with the data from all the different states put together.

If you like significance testing (i.e. are these correlations greater than would be expected by chance), you could instead use “cor.test()”, which gives p-values along with the correlation coefficients. 

#test whether these correlations are significant
cor.test(richness, PROP_DEV_300, use="pairwise.complete.obs")
cor.test(richness, PROP_DEV_600, use="pairwise.complete.obs")
cor.test(richness, PROP_DEV_1000, use="pairwise.complete.obs")
cor.test(richness, PROP_DEV_5000, use="pairwise.complete.obs")
cor.test(richness, PROP_DEV_10000, use="pairwise.complete.obs")

If you do this with the MOsample data you’ll find that the correlation at 300m is significant but that the others are not.

In Rstudio, you can just copy this text and then use find/replace to change “DEV” to “FOR” or “AGR” in the copied text.  

This will give you:

#forest correlations
cor(richness, PROP_FOR_300, use="pairwise.complete.obs")
cor(richness, PROP_FOR_600, use="pairwise.complete.obs")
cor(richness, PROP_FOR_1000, use="pairwise.complete.obs")
cor(richness, PROP_FOR_5000, use="pairwise.complete.obs")
cor(richness, PROP_FOR_10000, use="pairwise.complete.obs")

#and row crops
cor(richness, PROP_AGR_300, use="pairwise.complete.obs")
cor(richness, PROP_AGR_600, use="pairwise.complete.obs")
cor(richness, PROP_AGR_1000, use="pairwise.complete.obs")
cor(richness, PROP_AGR_5000, use="pairwise.complete.obs")
cor(richness, PROP_AGR_10000, use="pairwise.complete.obs")

The results for forest are very similar across scales (r300 = 0.24, r1000=0.23, r5000=0.25) – recall that forest cover at one scale was highly correlated with forest cover in this dataset.  Basically, we can’t say much about the scale over which forest might matter because most of heavily forested tracts are large in this landscape.  

For agriculture, the correlations are all quite low, <0.07.  This is interesting in that it suggests that the amount of agriculture probably matters very little for species richness in Missouri (yes, negative findings can also be interesting!).  Since PROP_AGR is correlated with PROP_FOR (they are inversely related, because most land is one or the other), this gives us a good argument for excluding PROP_AGR from further analyses.  

For wetland area, we would use:

cor(richness, WET_AREA_300, use="pairwise.complete.obs")
cor(richness, WET_AREA_600, use="pairwise.complete.obs")
cor(richness, WET_AREA_1000, use="pairwise.complete.obs")
cor(richness, WET_AREA_5000, use="pairwise.complete.obs")
cor(richness, WET_AREA_10000, use="pairwise.complete.obs")
which gives:

> cor(richness, WET_AREA_300, use="pairwise.complete.obs")
[1] 0.2550118
> cor(richness, WET_AREA_600, use="pairwise.complete.obs")
[1] 0.2522694
> cor(richness, WET_AREA_1000, use="pairwise.complete.obs")
[1] 0.250601
> cor(richness, WET_AREA_5000, use="pairwise.complete.obs")
[1] 0.1125228
> cor(richness, WET_AREA_10000, use="pairwise.complete.obs")
[1] 0.090916

This is pretty clear – wetland area is important up to about 1000 m but it’s not important at larger scales.  

The one variable left is ROAD LENGTH.  For total road length, we would use:

cor(richness, T_ROAD_LEN_300, use="pairwise.complete.obs")
cor(richness, T_ROAD_LEN_600, use="pairwise.complete.obs")
cor(richness, T_ROAD_LEN_1000, use="pairwise.complete.obs")
cor(richness, T_ROAD_LEN_5000, use="pairwise.complete.obs")
cor(richness, T_ROAD_LEN_10000, use="pairwise.complete.obs")

Which gives:

> cor(richness, T_ROAD_LEN_300, use="pairwise.complete.obs")
[1] -0.2810599
> cor(richness, T_ROAD_LEN_600, use="pairwise.complete.obs")
[1] -0.2595101
> cor(richness, T_ROAD_LEN_1000, use="pairwise.complete.obs")
[1] -0.1843157
> cor(richness, T_ROAD_LEN_5000, use="pairwise.complete.obs")
[1] 0.008315923
> cor(richness, T_ROAD_LEN_10000, use="pairwise.complete.obs")
[1] 0.01158246

The gist of this is maximum effect locally, but perhaps some effect up to 1000m.  By 5000m, there’s really zero correlation between road length and amphibian richness.

METHOD 2.  Compare AICs of general linear models (for the more statistically adventurous).

A more complicated, but more flexible, approach to determining the scale of maximal effect is to construct linear models for the variable at each scale.  With a linear model, you can consider different potential distributions of species richness – specifically, you can think about richness as having a Poisson distribution rather than a normal distribution.  Models can then be compared according to their AICs, with lower AICs indicating a better fit to the species richness data.  If you want to look at different scales of effect for individual species, you pretty much have to use this approach since presence/absence is a binary (e.g. 1/0) variable and won’t behave well in the above correlation analysis.  

For a single scale, a GLM would look like this:

dev300<-glm(richness ~ PROP_DEV_300, family="poisson", data=MOcomb8)
summary(dev300)  #this line just tells R to print the results

Which gives:

> dev300<-glm(richness ~ PROP_DEV_300, family="poisson", data=MOcomb8)
> summary(dev300)

Call:
glm(formula = richness ~ PROP_DEV_300, family = "poisson", data = MOcomb8)

Deviance Residuals: 
     Min        1Q    Median        3Q       Max  
-1.65576  -0.33031   0.05869   0.42951   1.12718  

Coefficients:
             Estimate Std. Error z value Pr(>|z|)    
(Intercept)    1.9236     0.0559  34.413   <2e-16 ***
PROP_DEV_300  -2.0566     1.3858  -1.484    0.138    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for poisson family taken to be 1)

    Null deviance: 21.020  on 59  degrees of freedom
Residual deviance: 18.682  on 58  degrees of freedom
AIC: 245.92

The AIC at the bottom gives the measure of overall fit to the data.  You might notice that the p-value here is 0.138, i.e. no longer significant.  The reason for this is that the deviance values are substantially lower than the degrees of freedom, meaning that the richness data are actually less variable than a Poisson.  

If you replace the family=”poisson” statement with family=”gaussian” (i.e. a normal distribution for species richness) you would get:

> dev300<-glm(richness ~ PROP_DEV_300, family="gaussian", data=MOcomb8)
> summary(dev300)

Call:
glm(formula = richness ~ PROP_DEV_300, family = "gaussian", data = MOcomb8)

Deviance Residuals: 
    Min       1Q   Median       3Q      Max  
-3.8385  -0.8385   0.1615   1.1615   3.1615  

Coefficients:
             Estimate Std. Error t value Pr(>|t|)    
(Intercept)    6.8385     0.2074  32.968  < 2e-16 ***
PROP_DEV_300 -12.4241     4.6467  -2.674  0.00973 ** 
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for gaussian family taken to be 2.035082)

    Null deviance: 132.58  on 59  degrees of freedom
Residual deviance: 118.03  on 58  degrees of freedom


Now, PROP_DEV_300 is significant again and in fact the p-value matches that from the correlation analysis above since both analyses assume a normal distribution.  But the deviance in now greater than the degrees of freedom, indicating that the actual variance for species richness is really somewhere between a normal and a poisson distribution.  Last year, this issue went away when we combined states (richness was then very close to a poisson), so it doesn’t really matter which you end up using within your state.  You shouldn’t be hung up on statistical significance at this point anyway.

Speaking of which, note the AIC of 245.92 in the poisson model above.  If you run the other distances with the same model:
dev600<-glm(richness ~ PROP_DEV_600, family="poisson", data=MOcomb8)
summary(dev600_
        
dev1000<-glm(richness ~ PROP_DEV_1000, family="poisson", data=MOcomb8)
summary(dev1000)

dev5<-glm(richness ~ PROP_DEV_5000, family="poisson", data=MOcomb8)
summary(dev5)
        
dev10<-glm(richness ~ PROP_DEV_10000, family="poisson", data=MOcomb8)
summary(dev10)

you will find that the AIC for PROP_DEV_300 is the lowest of the set.  So, the AIC analysis ends up giving us the same result as the correlation analysis above.  Is this true for PROP_FOR and T_ROAD_LEN?  You’ll have to run the models to find out.

COMBINING VARIABLES

Once you’ve determined the relevant scale for each variable, it can be interesting to combine variables into a single model.  Note that I’ve left PROP_AGR out because it wasn’t correlated with richness.  I also arbitrarily chose PROP_FOR_5000, but either 300 or 1000m would have been fine as well since these all had about the same explanatory value.  

#see what a model with all variables looks like
fullGLM<-glm(richness ~ PROP_DEV_300 + PROP_FOR_5000 + WET_AREA_300 + T_ROAD_LEN_300, family="poisson", data=MOcomb8)
summary(fullGLM)

this gives:

Call:
glm(formula = richness ~ PROP_DEV_300 + PROP_FOR_5000 + WET_AREA_300 + 
    T_ROAD_LEN_300, family = "poisson", data = MOcomb8)

Deviance Residuals: 
     Min        1Q    Median        3Q       Max  
-1.61937  -0.28636   0.00958   0.31717   1.16400  

Coefficients:
                 Estimate Std. Error z value Pr(>|z|)    
(Intercept)     1.872e+00  1.393e-01  13.441   <2e-16 ***
PROP_DEV_300   -1.193e+00  1.503e+00  -0.794    0.427    
PROP_FOR_5000   2.284e-01  1.850e-01   1.234    0.217    
WET_AREA_300    1.268e-06  9.472e-07   1.338    0.181    
T_ROAD_LEN_300 -7.041e-05  9.369e-05  -0.752    0.452    
---
Signif. codes:  0 ‘***’ 0.001 ‘**’ 0.01 ‘*’ 0.05 ‘.’ 0.1 ‘ ’ 1

(Dispersion parameter for poisson family taken to be 1)

    Null deviance: 21.02  on 59  degrees of freedom
Residual deviance: 15.67  on 55  degrees of freedom
AIC: 248.91

Number of Fisher Scoring iterations: 4

The “Estimates’ show the effects of each variable – negative effects for road length and development and positive effects for forest and wetland area.  If you feel a need to see p-values less than 0.05, you can always change family to “gaussian” and the forest and wetland area effects should become significant.    

SPATIAL SCALE FOR INDIVIDUAL SPECIES

It might be interesting to look at the differences across spatial scales for individual species.  Since some species move around more and further than others, there’s good reason to expect that all species will not respond to the same factors at the same scales.  We have to put some thought into which species to use here.  With only 60 stops worth of data, if a species is rare then we won’t be able to say much about why it is present at 3 or 4 sites.  Similarly, if a species is at pretty much every site, then obviously it doesn’t care too much about the different landscape factors.  Some states might have better sets of species to work with than others, so this analysis is somewhat optional depending on how much data your class has and the particular species present.  

In any case, if we do:

summary(MOcomb8) 

we can look at the mean of the presence/absence values for the individual species (not, however, the mean_species columns that indicate the mean calling index).  Since these data are 1/0 for each site, the mean value is just the proportion of sites where the species was present.  Also, we need to look and make sure there aren’t too many NAs where the species would be out of its range (because this would further reduce the number of informative sites).

For MO, it looks like the best species to look at are ANFW (mean = 0.28, NAs = 21), LIBL (mean = 0.23, NAs = 28), LICA (mean = 0.77, NAs = 1), LICL (mean = 0.78, NAs = 24), and LIPA (mean = 0.17, NAs = 25).  Even some of these are pushing it on having enough presences or absences, but the rest definitely do not have enough informative data to bother.

To construct a model for a single species, you can use something like this:

anfwGLM<-glm(ANFW ~ T_ROAD_LEN_300, family="binomial", data=MOcomb8)
summary(anfwGLM)

which gives:

Call:
glm(formula = ANFW ~ T_ROAD_LEN_300, family = "binomial", data = MOcomb8)

Deviance Residuals: 
    Min       1Q   Median       3Q      Max  
-1.1309  -0.9195  -0.6513   1.2844   1.9474  

Coefficients:
                 Estimate Std. Error z value Pr(>|z|)
(Intercept)     0.3490560  0.8388590   0.416    0.677
T_ROAD_LEN_300 -0.0011943  0.0007714  -1.548    0.122

(Dispersion parameter for binomial family taken to be 1)

    Null deviance: 46.401  on 38  degrees of freedom
Residual deviance: 43.247  on 37  degrees of freedom
  (21 observations deleted due to missingness)
AIC: 47.247

To look at the different scales, you’d just use the code above, but with T_ROAD_LEN_300 replaced by T_ROAD_LEN_600 and so on…  Then you can compare the AICs and look for the lowest to tell you which scale provides the best fit to the data.

PART 2.  DO THE NEGATIVE EFFECTS OF ROADS ON AMPHIBIANS VARY WITH THE TYPE OF ROAD?
Last year, we saw very consistent negative associations between road length and species richness (and presence/absence).  This year, we separated the different road types (P,S,and O) so we could see if one type affected amphibians more than another.  It might seem obvious that larger roads should have greater effects, but this is not necessarily the case.  Sometimes, larger roads are too noisy or have too much light and are avoided by animals so that roadkill rates are actually lower than on rural roads. 
In the Missouri data, there aren’t many primary roads (e.g. interstate highways) and in fact most sites have P_ROAD_LEN = 0 at all scales.  So, for this analysis, it makes sense to combine the data for Primary and Secondary roads to compare to Other roads.   This can be done by creating a new variable, PS_ROAD_LEN at each of the scales:
MOcomb8$PS_ROAD_LEN_300<-MOcomb8$P_ROAD_LEN_300 + MOcomb8$S_ROAD_LEN_300
MOcomb8$PS_ROAD_LEN_600<-MOcomb8$P_ROAD_LEN_600 + MOcomb8$S_ROAD_LEN_600
MOcomb8$PS_ROAD_LEN_1000<-MOcomb8$P_ROAD_LEN_1000 + MOcomb8$S_ROAD_LEN_1000
MOcomb8$PS_ROAD_LEN_5000<-MOcomb8$P_ROAD_LEN_5000 + MOcomb8$S_ROAD_LEN_5000
MOcomb8$PS_ROAD_LEN_10000<-MOcomb8$P_ROAD_LEN_10000 + MOcomb8$S_ROAD_LEN_10000

For a simple approach, you can now just do correlations again across the scales, though note that you have to attach(MOcomb8) again since you’ve modified the data to add the new variables
attach(MOcomb8)
cor(richness, PS_ROAD_LEN_300, use="pairwise.complete.obs")
cor(richness, PS_ROAD_LEN_600, use="pairwise.complete.obs")
cor(richness, PS_ROAD_LEN_1000, use="pairwise.complete.obs")
cor(richness, PS_ROAD_LEN_5000, use="pairwise.complete.obs")
cor(richness, PS_ROAD_LEN_10000, use="pairwise.complete.obs")

cor(richness, O_ROAD_LEN_300, use="pairwise.complete.obs")
cor(richness, O_ROAD_LEN_600, use="pairwise.complete.obs")
cor(richness, O_ROAD_LEN_1000, use="pairwise.complete.obs")
cor(richness, O_ROAD_LEN_5000, use="pairwise.complete.obs")
cor(richness, O_ROAD_LEN_10000, use="pairwise.complete.obs")

 This gives:
> cor(richness, PS_ROAD_LEN_300, use="pairwise.complete.obs")
[1] -0.3358592
> cor(richness, PS_ROAD_LEN_600, use="pairwise.complete.obs")
[1] -0.2789442
> cor(richness, PS_ROAD_LEN_1000, use="pairwise.complete.obs")
[1] -0.2671099
> cor(richness, PS_ROAD_LEN_5000, use="pairwise.complete.obs")
[1] 0.01580872
> cor(richness, PS_ROAD_LEN_10000, use="pairwise.complete.obs")
[1] -0.03153815
> 
> cor(richness, O_ROAD_LEN_300, use="pairwise.complete.obs")
[1] -0.1403631
> cor(richness, O_ROAD_LEN_600, use="pairwise.complete.obs")
[1] -0.1767182
> cor(richness, O_ROAD_LEN_1000, use="pairwise.complete.obs")
[1] -0.1303286
> cor(richness, O_ROAD_LEN_5000, use="pairwise.complete.obs")
[1] 0.005838504
> cor(richness, O_ROAD_LEN_10000, use="pairwise.complete.obs")
[1] 0.01665759

For just one state, this looks pretty decisive to me – the negative correlations between P/S roads and species richness are much larger than the corresponding correlations for Other (i.e. rural) roads.  A more formal approach would be to compare AICs of the corresponding models:
PSROAD<-glm(richness ~ PS_ROAD_LEN_300, family="poisson", data=MOcomb8)
summary(PSROAD)
        
OROAD<-glm(richness ~ O_ROAD_LEN_300, family="poisson", data=MOcomb8)
summary(OROAD)

This might be done at multiple scales, but the lower AIC of the PSROAD model suggests that PS roads have stronger negative effects.

This analysis could also be done for individual species, or course.  All you’d do is use the species presence/absence variable (e.g. LICA, ANFW) in place of richness, and family=”binomial” in place of “poisson.”  Then have at it.

PART 3.  DOES CONNECTIVITY BETTER EXPLAIN SPECIES DISTRIBUTIONS THAN WETLAND AREA?  AND DOES CONNECTIVITY NEED TO CONSIDER THE DISTRIBUTION OF TERRESTRIAL HABITAT?  
Ultimately (i.e. by the end of this project) we hope to be able to compare the validity of connectivity measures that include/exclude terrestrial habitat of various kinds.  For now, let’s just see if our wetland connectivity measure is more closely associated with frog distributions than is wetland area.  
Recall from above that WET_AREA_300, WET_AREA_600, and WET_AREA_1000 all yielded correlations with species richness of about 0.25.  What about WET_CONNECT?
cor(richness, WET_AREA_300, use="pairwise.complete.obs")
cor(richness, WET_AREA_600, use="pairwise.complete.obs")
cor(richness, WET_AREA_1000, use="pairwise.complete.obs")
cor(richness, WET_CONNECT_10000, use="pairwise.complete.obs")

this yields:
[bookmark: _GoBack]
> cor(richness, WET_AREA_300, use="pairwise.complete.obs")
[1] 0.2550118
> cor(richness, WET_AREA_600, use="pairwise.complete.obs")
[1] 0.2522694
> cor(richness, WET_AREA_1000, use="pairwise.complete.obs")
[1] 0.250601
> cor(richness, WET_CONNECT_10000, use="pairwise.complete.obs")
[1] 0.2658913

The correlation for WET_CONNECT is a tiny bit higher, but we can’t really say this is much of an improvement.  I was disappointed about this at first, but then I remembered that I actually made up these WET_CONNECT data (based on their correlation with wetland area) so this shouldn’t be surprising.  It will be fun to see what happens with real data here.

As above, this analysis can also be done by comparing AICs from general linear models.  And it can also be done for individual species.  In fact, it makes more sense to this for individual species since the connectivity measurement includes species-specific dispersal ability.

ANALYSIS 4.  WHATEVER ELSE YOU WANT TO DO.  
Hopefully the test above will give you the basic idea for how to compare models using correlation coefficients and/or glm in R.  We’ve focused here on a few analyses/hypotheses that we came up with before we started the project.  Collecting the data and performing some basic analyses may have given you some other ideas of things you are interested in testing.  Go for it, and if you have some good ideas, please pass them along so that we can consider them when we analyze the complete data.  




